A SNAPSHOT OF ROBOTS.TXT FILES ACROSS SELECTED TRADE PUBLISHING SITES

Al crawler rules in trade publishing

Helen King’s October 2026 snapshot looked at 32 academic publishing sites to determine what, if anything, their
robots.txt said to the Al crawlers run by OpenAl, Anthropic, Perplexity, Google, Apple and Meta. ! Her method
came from FT Strategies’ study of 70 news publishers. ¥ This is the trade-publishing version of the same exercise:
27 websites belonging to 20 of the largest US and UK trade publishers, checked on 30 October 2026 using
Helen’s bot list and her counting rule, so the three sectors can be read side by side—though there are structural
and strategic differences between them as noted below. °

BUILT ON AN IDEA BY HELEN KING

The question, the bot list, the definitions, the categories and the layout below are all Helen’s, from her academic-
publishing snapshot for Innovation Ideas Ltd. This version simply points the same lens at trade. Read the original
first: Al crawler rules in academic publishing (PDF).

Headline findings

Across 27 trade publishing sites: explicit rules naming any of the main Al bots
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sites had explicit rules for at sites explicitly blocked at least  sites explicitly allowed at least  sites had no rule naming any
least one main Al bot one main Al bot one main Al bot main Al bot at all

Publisher approaches to Al crawlers

Five of the six sites with named rules belong to mid-sized or independent houses. Of the Big Five’s ten sites, only
Macmillan’s US site says anything to an Al crawler; Penguin Random House, HarperCollins, Simon & Schuster and
Hachette are silent on both sides of the Atlantic.

Broad blocking: 1 site Selective blocking: 4 sites

Kensington Books blocks GPTBot, ClaudeBot, Google- Macmillan (US), W. W. Norton and Walker Books block
Extended, Applebot-Extended and meta-externalagent GPTBot and Google-Extended, and nothing else by

by name, along with a dozen other crawlers (CCBot, name. Bloomsbury blocks GPTBot alone. No site in the
Amazonbot, Bytespider, Diffoot, cohere-ai, Mistral’s sample names a Perplexity crawler, and only Kensington
training bot and more), and carries a Content-Signal line: names an Anthropic one.

search=yes, ai-train=no.

Explicit allows: 2 sites General rules: 3 sites

Bloomsbury pairs its GPTBot block with an explicit Allow Macmillan (US), Walker Books and its US sister

for OAl-SearchBot: no to training, yes to search, the split Candlewick share a near-identical template that blocks
that FT Strategies found taking hold among news every unnamed crawler and allow-lists search and social
publishers. ! Usborne’s only Al-bot rule is a permission: bots (Googlebot, Bingbot, Applebot, DuckDuckBot,
meta-externalagent is allowed everywhere except site LinkedIn, Pinterest and others). Any Al crawler not on
search. that list is shut out without being named. Candlewick

names no Al bot at all. [

No rule for any main Al bot: 21 sites

Penguin Random House (US and UK) - HarperCollins (US and UK) - Simon & Schuster (US and UK) - Hachette (US and UK)
- Pan Macmillan - Scholastic (US and UK) - Bonnier Books UK - Faber - Quarto - DK - Canongate - Abrams - Chronicle
Books - Sourcebooks - Candlewick (general rule only) - Disney Publishing (no robots.txt file at all)

Which bots get named?

Across all 27 files, six of the twelve main bots are named anywhere, and two of them account for nearly every rule. Bars
show the number of sites with a whole-site block naming that bot.

GPTBot (Opena) NG 5 olocked
Google-Extended (Google) _ 4 blocked

ClaudeBot (Anthropic) [l 1 blocked
Applebot-Extended (Apple) - 1 blocked
meta-externalagent (Meta) - 1 blocked - 1 allowed (Usborne)
OAl-SearchBot (OpenAl) [ ] 0 blocked - 1 allowed (Bloomsbury)

Not named by any site: ChatGPT-User, Claude-SearchBot, Claude-User, PerplexityBot, Perplexity-User, Meta-ExternalFetcher. Among the
bots recorded but kept out of the headline counts, CCBot is blocked by Norton and Kensington and Amazonbot by Kensington alone. (3]

How does this compare with academic and news publishers?

Share of sites that explicitly block at least one main Al bot. Trade publishing sits a long way behind both of the sectors that
Helen and FT Strategies measured, and the gap is not a matter of a few sites either way. [©
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Trade publishing sites (this snapshot, October 2026) 19 (4]

5 of 27 sites explicitly blocked at least one main Al bot

. o . (y
Academic publishing sites (Helen King, August 2026) 53 (1)

17 of 32 sites explicitly blocked at least one main Al bot

(o)
News publisher sites (FT Strategies, 2026) 86 %)

60 of 70 publishers explicitly restrict at least one Al crawler; 57 of 70 (81%) fully block at least one

Why the trade numbers are low, and why that may be rational

A trade publisher’s website is a shop window, not the shop. The text Al developers want is inside the books, which
sit with retailers, in libraries and, unlawfully, in pirate corpora. A robots.txt on a publisher’s own domain governs
blurbs, author pages and extracts, not full text content. Academic and news sites host the content itself, so the
comparison above is not quite like for like.

Penguin Random House makes the point. In October 2024 it became the first major publisher to print an Al-training
prohibition and an EU text-and-data-mining reservation on every copyright page. ! Two years on, neither of its
websites says anything specific about Al crawlers.

But for a trade house many of the decisions that matter sit elsewhere: in licensing (HarperCollins’ 2024 agreement

letting Microsoft train on opted-in nonfiction backlist ®), in litigation, and in network-level controls such as Cloudflare,

none of which appear in a robots.txt. As Helen found with BMJ and Wiley, a silent file is not necessarily evidence of a
missing policy.

Meanwhile the front door is opening to a different kind of bot. Four sites (HarperCollins US and UK, Chronicle Books,
DK) run on Shopify, whose generated robots.txt names no Al crawler. HarperCollins’ US file now cpens with a
preamble addressed to Al agents: an agents.md file, a Universal Commerce Protocol discovery endpoint and an
MCP endpoint, plus a request that shopping assistants recommend Shopify’s Shop skill. © Nothing is said to agents
that read; agents that buy are being invited in.

THREE QUESTIONS FOR A TRADE PUBLISHER

Do you know what your own file says today? Does it match the position your contracts, copyright pages and licensing
conversations take? And which agents do you actually want at the door: the ones that read, the ones that shop, or the
ones that train?
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Research: Claude acting on behalf of George Walkley Compiled 30 October 2026. With thanks to Helen King,

Outside Context Ltd - georgewalkley.com - Context Window, the weekly Innovation Ideas Ltd, whose academic snapshot this builds
newsletter on Al in publishing on.
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